Notes on Time Series Data Analysis for Dwight Krehbiel

Overall Functionality Specification:

Three plots appear on a graph corresponding to three experimental conditions (condition ID in column B of data file).  Each plot is the mean of all participants (participant ID in column A) as a function of time for one of six (or however many there are) selectable properties (pleasantness, activeness, etc., columns C through final column).   Properties are selectable via a drop down list.  Histogram/Dot Plot appears to the left of each time series plot showing a histogram/dot plot of property for participants at a given instance in time.  Slider bar controls a vertical line on the graph intersecting all three time/series plots which indicates the time step at which to display the participant property histogram/dot plot for all three experimental conditions.
Supporting features:

· Parameter to applet/application for specifying a “cut off” for large data sets beyond which a histogram is displayed instead of a dot plot.  

· Applet version accessible via a web browser with no download required for small data sets where raw data is copied from Excel and pasted into a Java text area.  
· Java application version available via a download and run locally as an application for large data sets where copying data into a Java TextArea by hand is infeasible due to large amounts of data.  (An applet cannot read a local text file due to Java security constraints, so reading a file locally must be done via a downloadable Java application executed on the client’s machine outside of the web browser.)
Notes:

I think this format will be fine.  I'll probably have three collections of objects representing the three experimental conditions and read the data file line by line and examine the second field indicating the experimental condition ID which will determine which collection to add the record to.  Then I will display the data in graphical form for the three collections as discussed.  I think the file format is fine.  I'm more concerned about quantity of data.  I don't think I've written applications that read data files with over 150,000 data fields and stores it all in memory before.  I don't *think* Java would have a problem storing in memory on the order of a megabyte of data but I'd need to test it before saying for sure.  The 55,000 data point file is a good start to build it with and then test against bigger files later.  Maybe we'd have to do something like for really big data files, only one experimental condition may be read into memory and displayed at a time.  I'm not sure at this point.
E-mail correspondence with Dwight (Matt’s questions/proposed in black.  Dwight’s responses in blue):

From: Matt DesVoigne [mailto:mdesvoig@shodor.org] 
Sent: Monday, April 30, 2007 1:33 PM
To: Krehbiel, Dwight
Subject: RE: time series data tool
 

Hi Dwight -

Thanks very much for the feedback.

What I/we can do is for every row and read from the data file (application version) or text area (applet version), first determine the experimental condition ID for that record and then determine whether or not a collection for that experimental condition ID has already been created.  If it has, the record would be added to that collection.  If it has not, a new collection would be created for that experimental condition ID and the record would be added as the first element in that collection.  This would make the number of experimental conditions arbitrary from a data structure standpoint.

The remaining issue as far as number experimental conditions are concerned I think would be what the user sees.  (I call it the UI for user interface.)  Plotting 6 curves AND 6 histograms on a single graph for 6 experimental conditions may get a bit messy and cause the graph to be unreadable.  I would propose having a series of check boxes, one check box for each of the experimental conditions that there were, and the user can check which plots for which experimental conditions s/he wishes to view simultaneously The user would have the option of viewing all the plots for all the experimental conditions at once and putting up with the mess or viewing a fewer number at once (or one or none) and can quickly change preference by checking/unchecking the available check boxes.  How does that sound?



This sounds like a very good idea. It seems to me that it would work well.
 

I don't really know much about the properties you are plotting (pleasantness, activeness, heat, etc) and what they mean, but I thought if the data values between two experimental conditions were roughly the same, then the plots would tend to overlap when simultaneously plotted on the graph.  I don't know if changes in experimental conditions will greatly influence the data, but if it doesn't, plotting the time series of the means of the experimental conditions may not be an issue since they are just curves and unlikely to be RIGHT on top of each other at all times, but I thought the corresponding histograms between the two experimental conditions at a given time may overlap if changing the experimental condition does not greatly affect the data.  Therefore, I thought it may be appropriate to just draw outlines of the histogram bars (or circles for dot plots) instead of filled in shapes so each histogram/dot plot can be viewed as well as overlapping regions without one covering up the other.  The outlines would be in different colors between the histograms to distinguish them.  Would this be an acceptable approach (or does changing the experimental conditions affect the data so much that there is no chance the histograms will overlap when simultaneously viewed or do you have other ideas)?  I think you'd have to make that judgement call as you know more about the data.

 
I like the idea of not having them filled. I think it is quite likely that the histograms will overlap for many experiments, so the tool will be much more valuable if one can distinguish the degree of overlap.

Please let me know your thoughts on all this and I'll put this and/or any other alternatives in the specification.   I try to do as good of job as I can in the design phase which is why I tend to ask many of questions up front.  It saves the user from getting something they didn't expect and it cuts the time I spend in revisions.  You will find me asking fewer questions as the implementation phase gets going.  Then I will ask more questions during the testing phase as I (and possibly you) run across use case scenarios we did not expect.

Likewise, it was a pleasure to meet you as well.   We are happy you came and that you enjoyed your visit.  I look forward to working with you on the project and hope to exceed your expectations.  We hope to see you back again in the office sometime.

Best wishes,
Matt

 
I’m happy to try to respond to any of these questions. I am so pleased to see this project moving forward! It appears to me that you are asking the major questions that will need to be addressed to make the tool work. It sounds wonderful to me!
 
Thanks for your dedication to your work. It makes all the difference in the world.
 
Dwight
